
Decoding mental states from MEG signals

Machine Learning Techniques as a Tool for Neuroscience Research



Brain signal analysis as a prediction problem



Brain signal analysis as a prediction problem
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● On a technical level: single subject / trial instead of group
average 

● On a conceptual level: natural framework for research into
“understanding how the brain works”

Brain signal analysis as a prediction problem



Example: distinguishing between faces and places 
from fMRI signals

Adopted from O'Craven, K. & Kanwisher, N. Mental Imagery of Faces and Places Activates 
Corresponding Stimulus-Specific Brain Regions Journal of Cognitive Neuroscience, 2000, 12, 1013-1023

Classical approach
How do brain signals for 
faces differ from brain 
signals for places?

Brain signal analysis as a prediction problem



Example: distinguishing between faces and places 
from fMRI signals

Adopted from O'Craven, K. & Kanwisher, N. Mental Imagery of Faces and Places Activates 
Corresponding Stimulus-Specific Brain Regions Journal of Cognitive Neuroscience, 2000, 12, 1013-1023

Prediction approach
Given the brain signals, 
can you tell whether the 
stimulus was a face or a 
place?

Brain signal analysis as a prediction problem



Prediction and machine learning

class “3”

training set – 
labeled samples

class “4”

unlabeled sample “4”

classifier

classification



Machine learning: 
● Learning to make predictions from examples
● Learn from the training set
● Test on the testing set
● Be unbiased – keep training and testing sets 

separate!

Prediction and machine learning



Classification – the easy case

Distinguishing between faces and places from fMRI 
signals - revisited

Adopted from O'Craven, K. & Kanwisher, N. Mental Imagery of Faces and Places Activates 
Corresponding Stimulus-Specific Brain Regions Journal of Cognitive Neuroscience, 2000, 12, 1013-1023

Classification 
threshold for PPA 
signal



Classification – the difficult case

What if do not have a single feature that is good 
enough for classification?

Combine several features that are not good enough 
into a composite feature that  better than any of the 
original ones.



Multivariate analysis – serching for information “between signals”



Multivariate Analysis
“Reading between signals” - synthetic example:

Condition IICondition I



Multivariate Analysis
“Reading between signals” - synthetic example:

Condition IICondition I



Multivariate Analysis
“Reading between signals” - synthetic example:

Condition IICondition I



Multivariate Analysis

Linear Multivariate Analysis
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Multivariate Analysis

Linear Multivariate Analysis

But how do we find the weights?



Multivariate Analysis

Linear Multivariate Analysis
Given d features (for example signals from d 
MEG sensors) we want to find d weights w

1
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w
2
, ..., w

d
 such that the weighted sum of signals 

reveals subject's mental state.



Combining the features

We want to combine the d features into a
single number that captures their 'essence'. 

The combined 'virtual feature' should be much
more informative than any of the original d
features.



Combining the features – the linear 
approach

For a set of vectors

we replace each vector by the weighted sum
of it’s components
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Combining the features – the linear 
approach

Geometrically, replacing vectors v
i
 with f

i
 is

equivalent to projecting them onto a line
specified by the set of weights w
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c
, ... 

If we choose the weights in a smart way, the
resulting linear combination might reveal much
more than any of the original features.





Linear machine learning paradigm

● Selecting the right features (feature selection)
● Selecting the right weights – finding the optimal

direction in d-dimensional feature space
● Finding the threshold – the hyperplane in the

feature space that is perpendicular to the optimal
direction that best separates the data points



Linear machine learning paradigm

● The curse of dimensionality – there are too
(exponentially) many different directions in a 
d-dimensional space

● If the number of samples is less than d, the
problem is underdetermined – there are many
possible solutions

● One way to address this problem is regularization.



Finding the weights:
● Principal Components Analysis
● Independent Component Analysis
● Projection Pursuit
● Fisher Linear Discriminant
● Support Vector Machines
● Etc, etc, etc, …

Selecting the features:
● LASSO
● mRMR

The problems of finding the weights and selecting the 
features are tightly intertwined 

Linear machine learning paradigm



Functional neuroimaging as prediction problem – current state of the 
art



Decoding mental states: 
Brain-Computer Interface

● Earliest mention of Brain-Computer Interface is by J. J.
Vidal (?) in 1973: “... controlling such external apparatus as
prosthetic devices or spaceships …”

● EEG-based



Adopted from Vidal, J. J. Toward Direct Brain-Computer Communication Annual Review of Biophysics 
and Bioengineering, 1973, 2, 157-180

Decoding mental states: 
Brain-Computer Interface



Brain oscillations control hand orthosis – Pfurtscheller et al
2000 – utilizing the changes in Rolandic μ rhythm during motor
imagery (100% accuracy !)

Decoding mental states: 
Brain-Computer Interface

Adopted from Pfurtscheller, G.; Guger, C.; Muller, G.; Krausz, G. & Neuper, C. Brain oscillations 
control hand orthosis in a tetraplegic Neuroscience Letters, 2000, 292, 211-214



● Usually designed to distinguish among small 
number (2-4) of preselected mental states

● Typical detection accuracy: 70 – 90%

● Typical communication rate: few bits per minute

● Focused on designing an efficient communication 
channel “at all costs”:

● training subjects
● selecting convenient mental states 

Decoding mental states: 
Brain-Computer Interface



Classifier weights instead of correlations in hidden intent task:
Haynes and Rees

Decoding mental states: 
functional neuroimaging

Adopted from Haynes, J.-D.; Sakai, K.; Rees, G.; Gilbert, S.; Frith, C. & Passingham, R. E. Reading 
Hidden Intentions in the Human Brain Current Biology, 2007, 17, 323-328



● Designing inference algorithm for interpretability, 
not performance!

● Less control over algorithm's complexity – 
operating in suboptimal regime, but ...

● Less demand for decoding accuracy

● Increased role of feature selection (or rather feature 
ranking)

Decoding mental states:
functional neuroimaging



● Stimulus has two incompatible interpretations

● When the stimulus is presented, the subjective 
experience alternates between the interpretations

● Examples: Necker cube, Rubin's vase, binocular 
rivalry 

Bistable perceptual states



Bistable perceptual states

Necker cube
Rubin's vase



● Each eye is presented with different stimulus

● The subjective experience randomly switches 
between the two stimuli

 

Bistable perceptual states: binocular rivalry



● Decouples physical stimulus properties from the 
subjective experience

● Opens the door to studying consciousness ?

● How do we know when the perception switch 
occurs ?

Bistable perceptual states



Can we detect percept switches from brain signals?

Bistable perceptual states: binocular rivalry

Adopted from Haynes, J.-D. & Rees, G. Predicting the Stream of Consciousness from Activity in Human 
Visual Cortex Current Biology, 2005, 15, 1301-1307
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